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Abstract—We report on a new tool developed for monitoring
available bandwidth in the range from several Mbits/s to 1000
Mbits/s. Thetool isbased on the packet pair dispersion technique.
It has been in experimental use at SLAC for several monthsand it
has been demonstrated at iGrid2002 and SC2002. It can be used
for detecting bandwidth changes caused by routing or
congestions. We have studied the influence of cross traffic and the
behavior of routers on the delay of the probing packets. The
paper presents part of these analyses together with results from
monitoring of 12 pathsin US, Japan and in Europe.

Index Terms—available bandwidth, dispersion technique,
packet-pairs, high-throughput, measurement tools, monitoring,
networks, tuning, TCP.

I. INTRODUCTION

The High Energy and Nuclear Physics (HENP) community
is increasingly dependent on networking as the need for
international cooperation grows in this field. The main
research laboratories in the US and in Europe and many of the
large US and European universities are currently connected
with 622 Mbits/s links or more. The HENP physicists need to
transfer huge amounts of data both between major sites such as
SLAC in Menlo Park California, IN2P3 in Lyon France, and
CERN in Geneva Switzerland, as well as between the magjor
collaborating sites and home institutes spread over the world.
Our main task is to provide the physicists with the
infrastructure and reliable access to the network. An integral
part of this is our monitoring activity, that provides
information about the current status of the network from SLAC
to many placesin the US, Japan and Europe.

We have several monitoring systems in operation. Some of
these are based on active monitoring tools such as ping or
iperf [18]. Others are monitoring network devices via SNMP
tools and using passive monitoring of network flows. Each
system has certain advantages and covers several parameters
of interest. Network administrators and users need to know the
Round Trip Time (RTT), losses, routing path, level of
utilization of critical links and aso the available bandwidth to
our partners. Currently, we have such information in limited
sampling periods. Missing was a tool that could be used in a
continuous mode during 24 hours and could quickly detect and
report unusual changes in the available bandwidth. Besides
quickly detecting changes, such a tool must not be very
intrusive on the network, since we want to use it on many
paths, and must not overload the monitoring host’s entry point.
We concluded such demands can be met by a tool based on
packet dispersion techniques. There are several tools using this
technique [10], [13], [14], [17]. We evaluated several, but in
their current implementations practically none of them met our
demands. Some of them were just technically too complicated,

some of them were very dow and some of them failed for
measurements on high capacity paths.

Packet-pair dispersion techniques have been described in
many papers [4], [5], [6], [10], [12], [13], [14], [17] and
recently there are several groups that are doing active research
in this field. The basic principle is simple: one sends packet
probes to the final destination and measures the inter-packet
delay between the packets as they arrive at the destination.
Each group is trying to find ways to create improved
configurations of probing packets to gain better information
for the analysis. However, if the method is too complicated, it
usually needs much time for evaluation. Thisisthe case for the
tools that use mathematical modeling. Some other methods are
trying to fill the queue at the “potential bottleneck node” and
find the parameters of this queue [8], [14]. They appear to
have had good results on slow speed paths. However,
according to our observations, it is very difficult to fill the
gueues on the paths with a capacity of 622 Mbits/s or higher.
And, if successful, the tool would probably lose the non-
intrusiveness advantage. For these reasons, we developed our
own simple and effective tool that is aso based on the
dispersion technique.

Il. BASICPRINCIPLES

A. Characterization of traffic with respect to dispersion
techniques

Our method is based on the simplest way of probing. We
are using only packet pairs with a fixed size and initial delay
between packets. We send severa (typically 20) closely
spaced probes to one destination as a train. The evaluation of
the observed packet pair delays is based on detailed technical
analysis of the problems that we can expect to meet in the
routers and other network devices, and many experimental
observations that we made during the development phase.

We understand a complete path as a cascade of queuing
devices with FIFO strategy. Further, we have to assume that
probing packets (PP) can be separated by cross traffic (CT)
packets in any place on the path. Separation of the first
probing packet (PP1) from the second probing packet (PP2) of
a pair can happen even where there is no real bottleneck or
congestion. The time delay (Td) between PP1 and PP2 will
grow discretely because it is caused by CT packets with
particular lengths and finally it will contain the delay caused
by all the CT packets inserted between the PPs in any hop
along the path. The final Td is the result of superposition of
CT and different capacities acting on the path during the
passage of each PP. In many cases the process that causes Td
to increase is discrete and linear, i.e. inserted CT packets
increase Td proportionally to their length (see Fig.1). But there



are also non-linear situations (see the timing diagramsin Fig. 2
and Fig. 3).
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Figure 1. Examplesof linear growth of Td in one hop

Fig. 1 shows the timing schemes for PP1 and PP2 as they
pass from the sender to the receiver through a hop with equal
capacities on input and output. The timings follows as various
amounts of CT, starting with none, are injected at the hop.
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Figure 2: Detail timing on a path with multiple hops
with differing input and output capacitiesand no CT

Fig. 2 demonstrates the influence of different hop input and
output capacities on the flow of the PPs. The top line shows
PP1 and PP2 as they leave the probe-sender, the next line
down shows a schematic of the network from sender to
receiver with 4 hops (H1 — H4) with differing input and output
capacities. Even in the situation without CT, different input
and output capacities at a hop will “stretch” or “contract”
(“contraction” is the opposite of “stretching” and occurs when
a hop's output capacity > its input capacity) in time the length
of al packets including our PPs. Hops where the difference
between the input and output capacities is high (e.g.
622Mbits/s vs. 155Mbitg/s etc.) are typical places for traffic
bottlenecks. The size of the “stretch” or “contraction” is
defined by the ratio of input and output capacity on such hops.
Theoretically, this effect could be caused by any type of
communication devices working with different input and
output capacities (100/10 Mbits/s Ethernet, DSL/Ethernet,
etc.) on the path. We will describe this phenomenon in detail.
Fig. 2 is shows the packets being “stretched” at hops H1 and
H2. The link between H1 and H2 is the “narrow band” [13] of

this example. We thus call H2 the “narrow band” hop. Such a

hop will *“stretch” an input PP from wig: tO  wgp
corresponding to the time needed for transmission of the

packet onto the output link. wey is defined by the simple
formula Lpp /Cyp3, Where the Lpp is length of the PP and the
Co23 is the output capacity of this hop. At the next hop H3, the

PPs will be “contracted” and Tds is equal to wqyq. Since in this
case H2 is aso the “narrow band” hop, it is very probable that
the Td caused by the “narrow band” will stay constant for the
rest of the path. This effect (gradually narrowing bandwidth)
was identified in several works [24], [4] and [8] and our
measurements have confirmed it. Our explanation of this effect
is that the “hole”, which is potentially created by this
“stretching” and subsequent “contracting” of PP1 and PP2, can
be used to absorb most of the cross traffic in following hops,
so the Td will not grow. This is illustrated in Fig. 2 (in the
bottom part), where we can see that such a “hole” can be used
by 3 cross traffic packets in H3 without modifying Td. When
the packet pair composed of PP1 and PP2 arrives at H4 there
will be space for absorbing two more CT packets. This
situation could be qualified as non-linear. However, the
“hole” would not be created in the case where al the CT
packets from previous hop are continuing to the same
destination as the PP. In this case each CT from H2 will
increase Td. We can diagnose which situation happened
according to the increments of Td. It is very probable that if
the increments of Td are the same as the original delay then
cross traffic existsin this bottlenecked hop.
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Figure 3: Influence of “narrow band” (“stretching”
and “contracting” effects)

Now, we will demonstrate two typical situations that appear
on “narrow band” hops that aways cause the non-linear
behavior. The “narrow band” hops usually eliminate Td gained
in previous hops and replace it with a new Td. Such a hop can
aso easily create “multiplicative” values of Td. The first
situation is demonstrated by Ex. 1b) in Fig.3 (Fig. 3 shows just
the relevant part from Fig. 2's example path.) The PP pair can
arrive on the input link closely spaced (back to back) or dilated
by previous steps along the path. Hop H2 will cause a
“stretching” of the PP itself. The result of both samples will
generate the same output, that is, output PP pairs will be
tightly spaced (back to back). The limit of this “contracting”
effect is based on the ratio C; and C, the input and output



capacities of a hop. This limit also indicates how multiple CT
packets can be “potentially absorbed in this hop” without

changing Td. If the incoming PP pair's Td is larger than wgp
for this hop, the hop will not change the incoming Td. This
effect is demonstrated in Fig. 2 Ex. 1(b). The important feature
of such hosts is shown in Ex. 2 in Fig. 3. All incoming CT
packets are inserted between PP1 and PP2 and routed into the
next hop on the path. It is apparent that each cross traffic
packet will increase the packet separation and long packets
(i.e. packets close to the default Internet Maximum Transfer
Unit (MTU) of 1500 Bytes) will increase Td by factors of 2, 3
€tc.

B. Traffic on the path

To understand what values Td can really achieve, we need
more knowledge about the traffic statistics, especially the
packet distributions. Several works in this field have been
published [3], [7], [12] and all show very common features.
However, each destination can have different packet
distributions. Information on the packet distributions can be
extracted and studied from the net flows which are provided by
many routers. We used the Cisco Netflow data gathered at
severa sites (CERN, CESNET, and SLAC) to obtain the
packet distributions close to the end points. One of the
parameters we needed was the average packet length. For most
flows that we have looked at, the average packet length is in
the range 500-700 Bytes but in some cases we have found
values close to the default MTU of 1500 Bytes. We have also
found that the computed average packet length is very
“fragile’ becauseit is very often only a mean from the extreme
values. Statistics from flows indicate that the traffic is
dominated by very short flows (often with just one packet and
this packet is usually very short). The fact that such a statistic
has a very long tail can misudge the role of short packets in
the traffic spectrum.

We were not satisfied with the statistics from the flows
because the packet sizes reported are flow averages, so we
studied the packet distribution analysis using tcpdump. The
distribution function of packet lengths measured by tcpdump
shows two sets of maxima. There is a set of maxima (with
values like 28, 34, 42 Bytes) in the region at the lower end of
the possible packet size. In addition there is a second region
with maxima at the higher end of the possible packet size
range.

Fig. 4 shows the Cumulative Distribution Function (CDF) of
packet lengths for several sites seen from the CERN-CIXP
routing center (Geneva, Switzerland) which serves as arouting
node for several other organizations in the region. The curves
are the probability of the sizes of packets that we can expect in
the path. The probability of observing short packets (< 100
Bytes) is high but usually much lower than that of long
packets. Also the variability of these regions is different. The
range of packet sizes of the maxima for short packets is quite
large (in the range 28 — 100 Bytes) while the location of the
maxima for large packets is always very sharp and close to the
maximum of the MTU. Fig. 4 shows that two of the four
curves have very similar profiles. The curves (noted as CERN-
i3 and CERN-sw) are profiles from CERN to IN2P3 and from

CERN to SWITCH (Swiss scientific network) and viathisinto
GEANT (European scientific networks). Packets with lengths
close to the default MTU of 1500 Bytes dominate in these
paths. These close-to-MTU sized packets represent a heavy
load of file transfer type traffic. The curve marked as CERN-
wh has a quite different distribution function. This is a path
into an international organization that is aso located in
Geneva but does not belong to the HENP community. This
curve is similar to profiles that we found in the path to many
universities, and also corresponds with the results measured at
an Internet exchange point [7]. The curve noted as CERN-usis
for the path from CERN to the US. It is a mix of web style of
traffic with heavy file transfer.
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Figure 4: Packet Length distributionsin CERN-CIXP

In Fig. 4 we aso plot the function P*bits, where bits is
the packet length in bits and P is the occurrence probability of
this packet length. This curve shows the utilization of the
communication links by different packets sizes. It shows that
even in the case where number of short packets is roughly
equal to long packets (cern-us) the utilization of this path by
short packets will be below 5% and most of the rest (~90%) of
the traffic (in bits/s) on this path is composed of long packets.

From the distribution of this function, we can see how great
arole long packets play in the utilization of the path, and the
fact that short packets are not a very significant contributor to
the overal traffic volume, even if their frequency is high. It
also means that we can even expect that the delay Td that we
will measure is mostly caused by one or more long packets.
We should also realize that one long packet will cause a delay
that corresponds to 20-35 short packets and so it will be
always more visible and detectable. According to our
observations, the delay caused by short packets will in most
cases create only a dispersion from the average value, which is
defined by the transfer of long packets.

C. Paths characteristics and their influence on Td

Most of today’s network backbones are created in a similar
fashion to those we are using (e.g. ESnet, Abilene, CalREN,
GEANT). The capacity of the backbone links is usually much
higher than the “last-mile” connection to the scientific
laboratories or universities. Thus bottlenecks are usually



found at the site border connections, the LAN, or at the
connection to the end-host itself.

The traffic on the back-bone links is composed of heavily
aggregated traffic from many sources. The link utilization
factor isthus relatively stable over the long term. However, the
flow sources and relative contributions can change instant to
instant in any of the hops. Most of the CT may only share a
common link with the PPs for afew steps of the total path. We
believe that heavy aggregation will have a positive influence
on the validity of the average packet length which will
probably be very similar on many hops.

We do not know the utilization factor (r) of the interfacesin
the hops. Lower values are not generally very interesting for
our analysis since they will not result in congestion. To
understand the effects of the hop load on inter-packet delays,
let us use as an example a utilization factor of r=0.6. From
gueuing theory, for an M/M/1 type queue [2], [22], the average
number of items (packets) in the queue E(N) for this value of
the utilization factor will be 1.5 packets. This means that PPs
will sometimes arrive at an empty queue and sometimes at a
gueue with one or more packets. The utilization factor also
says that the probability that such a queue will be empty is
p(0) = (1 - r) =0.4. PPs that arrive at an empty queue will
experience no delay at such an interface. More generally
p(n) = r "(1 - r). The probability that there will be at least one
packet in the queue is p(1) = 0.24, and the probability that the
PP will arrive at a queue with 2 packets in the queue is
p(2) = 0.144, etc. This can also be interpreted as follows: 8 out
of 20 independent PP measurements can detect an arrival at an
empty queue. This means that for 20 PPs we would observe 8
similar inter-packet delays and 12 different inter-packet delays.
Or more generally, when observing the frequency histograms
of the PP inter-packet delays we will observe a peak
identifying the inter-packet delay which belongsto r. If r is
small, we will see only Td which corresponds to the transfer of
our PP. If r islarge, new peaks will be formed since the inter-
packet delay will be created by one, two or more CT packets
inserted between our PPs. If this is true then we should find
inter-packet delays that are very close to the time needed for
data transfer of E(N) packets (including PP). We will refer to
this “multiplicative factor” value as the Queuing Delay Factor
(QDF). We cannot use the “length of the queue” term because
we work only with long packets and the output queues will be
much longer than is our QDF because the queue will contain
al packets. From our point of view the small packets are
negligible and, as mentioned before, make only dispersions in
Td.

I1l. SAMPLESOF PP DELAYS

A. Probing packet-pair delay characteristics

Our results contain two interesting factors: the most
probable bottleneck or “narrow band” capacity of the path
(when r issmall), and the level of queuing in other cases. We
demonstrate the above conclusions for 2 different situationsin

graphs where the x-axis is the relative time (or the packet pair
index) and the y-axis is the inter-packet delay. We know that
the long packets are very frequent and more “visible’, so
generally we will see Td corresponding to the queuing level of
long packets. This is clearly visible in the series of the
individual PP pair delay measurements (see Figs. 5 and 6).
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Fig. 5 shows Td data from four measurement paths from
SLAC to Europe. The bunch of data values (from left to right)
belong to a host at CERN, IN2P3, DL (Daresbury Lab., UK)
and at CESNET (Prague). Hosts at CERN and in DL were
located on 100Mbits/s LANs that comprised the “narrow
band” in the path. The hosts at IN2P3 and CESNET each had
a 1000Mbits/s network interface.

For categorizing hop interfaces, in terms of the delay they
introduce, we use the Nomina Transition Time (NTT)
introduced in [11]. It is the time needed for transmission of
one packet with maximal MTU. For 1500 Byte MTU: for
100Mbit/s Ethernet NTT = 120 nrs; for 155 Mbits/sNTT = 75
ns, for 622 Mbits/s hops NTT=19.2 n, etc.

From Fig. 5 it can be seen that nearly all values for CERN
and Daresbury are in the range between 110-120 ns (a 100
Mbits/s Ethernet). We can say that this was the potential
bottleneck but both paths were relatively empty (our packets
passed the paths without extra delay). The IN2P3 data
illustrates a similar situation. The difference was in the place
of the potential bottleneck. In case of IN2P3 there is a
bottleneck caused by the 155Mbits/s link between CERN and
IN2P3. The path to CESNET has no classical single “narrow
band”. The delay for such a host can be limited in many places
along the path by the utilization factor on the routers. The
delays for CESNET in Fig. 6 are those observed across a path
with multiple 622 Mbits/s links. These examples demonstrate
that we can detect the potential bottlenecks and also determine
their capacity.

As expected, in the previous paragraph we found that Td
very often contains a certain “multiplicative factor” (2, 3, 4
etc.) due to the integer number of queued long CT packets. If
we select our packet length close to that of commonly used
packets, the “multiplicative factor” will be more visible as can
be seenin Fig. 6.
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This figure demonstrates a higher load on the path to
TRIUMF and IN2P3 and illustrates the QDF. The effect is
clearly visible on the last bunch of data which belongs to the
host located in Canada (TRIUMF). The bottleneck is on the
Canadian gateway to ESnet. The figure also shows the groups
of values belonging to different QDFs. Data for the second
bunch (IN2P3) alternate between 2 levels, one belonging to no
gueuing status and the second to strong queuing (QDF = 5).

From the frequency distribution of the inter-packet delays
we can see that the QDF has an exponential behavior, see the
peaks in Fig.7. This picture shows dtatistics from 4
independent paths to our partners (ORNL-Oak Ridge, ANL-
Chicago, Caltech —Los Angeles and NERSC-Berkeley).

Figure 7: Inter PP delays showing the QDFs for 4
independent paths

In Fig. 7 the QDF factors can be seen as frequency peaks at
various values of the inter-packet delay of our PPs. The peaks
for the paths to the ESnet laboratories (ORNL, ANL and
NERSC) are more clear and sharp than the peak for the
Caltech path. The reason is that the traffic on the paths to
ANL, ORNL and NERSC is dominated by heavy file transfer

traffic that is composed of long packets. The traffic on the
Caltech path on the other hand is typical university type traffic
where the diversity of packets length is much wider.

Figure 8. Super-position effect in Inter PP delays on
dow paths

Fig. 8 shows a similar analysis for our slowest paths where
the “multiplicative factor” effects are clearly visible since
these paths are usually heavily loaded.

The PP separation frequencies to TRIUMF show peaks at
regular intervals spaced by about 200 ns. The case of INFN is
very interesting since it shows the super-positions of three
hops acting as bottleneck sources in this path. There are 4
peaks (two pairs). The first pair of peaks at around 800 ns
correspond to the “narrow band” delay caused on the Internet
path to Italy (16 Mbits/s). The peaks inside the pair are
separated by 40 ns. This resembles closely the time needed to
transfer 2 long packets out of a 622 Mhits/s interface. The
second pair of peaks has same Td as first one. The pairs (1-2
from 3-4) are separated by Td = 120 s or time needed to
transfer the long packets on a 100 Mbits/s link.

Our results concerning the Td characteristics are in accord
with the results from passive monitoring of packet inter-
arrivals [11]. The QDF is the reason why [11] has seen
multiplicative bursts. It also agrees with the results from
Bolot's simulation model based on Lindley’s recurrence
equation [24].

B. Experiments on Gigabit paths

Similar results as described for slow links were obtained on
the paths with potentiadl 622Mbitss and 1000Mbits/s
bottlenecks. The “multiplicative factor” effect is clearly visible
even if Td isonly a few ns. The paths are generally unloaded
and therefore they are more sensitive to any CT changes. The
immediate measured value could be very different in each
individual measurement (see Fig. 9). The delays measured on
the path to APAN are very stable. For CERN (the host
corresponding to the delays shown in Fig. 9 has a Ghits/s
Ethernet Network Interface Card (NIC) and is a different host



from that providing the delays shown in Fig. 5 and Fig. 6) we
can see two groups of values: one on the basic level (12 )
and one on the level with QDF = 2 (24 ns). The SLAC host
has a stable level at 24 ns with short peaks up and down. The
values for the CALTECH and NERSC paths contain many
different levels. The value of 12 s corresponds to the time
needed to transfer long packets on a 1000 Mbits/s link.

Figure9: Inter PP delaysfor fast IEPM hosts

During SC2002 in Baltimore and also during experiments
using DataTag [25] and the Caltech/SLAC testbed [26], we
had a unique chance to make measurements on a 2.5 Gbhits/s
link between Chicago and Geneva and a 10 Gbits/s link
between Chicago and Sunnyvale. It is not easy to measure the
bandwidth or any dynamic networking parameters on 2.5 or 10
Ghitg/s links with 1 Gbitg/s host interfaces.

Figure 10: Inter PP delays on Gigabit links

When we studied time-series plots like Fig. 9 and Fig. 10 or
frequency distributions such as shown in Fig. 11 we
discovered severa interesting effects. For example, it is
possible to detect bottlenecks on path links that have a higher
bandwidth than the link that our monitoring host is connected

to. Our explanation of this is based on the generally known
fact that output queues with accumulated packets are emptied
to the communication link at full speed. One result of thisis
that all transmissions in following steps in the path are
“synchronized” by the speed of this fast hop. Even a “hole”
will have a “nomina vaue’, namely the time quantum (tg)
which corresponds to the time needed to output one long
packet (or our PP). The Td with such a value or values with a
“multiplicative factor” of t; can be found in the frequency
distributions of PP pair delays. It is also visible in Fig.10 (see
the values between 1-2 ns in the case of GVA-1 or values
between 4-6 ns in the case of SNV-1). Also in Fig. 11 can be
clearly seen the peaks that correspond to the 2.5 Gbits/s links
(4.8 ). As mentioned before our resolution is on the level of
1 s so peaks for 10 Ghitg/s links (1.16 ) are not noticeably
visible.

Figure 11: Inter PP delay distribution function for Gigabit
links

A detailed explanation of this effect is shown in Fig.12. It
shows severa situations that can be observed in loaded links
with heavily aggregated traffic. The timing graphs in this
figure show the conversion of tightly spaced packets coming
from a 622 Mbitg/s link into a 2.5 Gbitg/s link that are later
delivered via a 1 Ghits/s switch into our monitoring host (with
a1 Ghits/s NIC). Thefirst example (Ex. 1) in Fig. 12 shows an
unloaded path. The Td corresponds to the delay caused in the
“narrow band”, in this case a 622 Mbits/s link. The next
examples show the influence of the length of the output queue
and incoming CT from other directions in this hop. A common
condition for these examples is that the output queue is full of
packets before our PP arrives. In the moment when PP1 is
received at this hop, it is queued. If between the arrival of PP1
and PP2 any CT arrives from anywhere and is routed to the
same hop as the PP, then it will also be queued into the same
queue. Finaly, PP2 is queued. Because the output queue
during this time was till not empty, all output packets are
generated to the link with full speed back to back. The
situation on the next step of the path is seen on the right side of
the picture. The quantum of time (q;) corresponding to the



transmission speed (2.5 Ghits/s) on thislink isused asa

Figure 12: Queue configurations on a heavily loaded fast
path.

measurements unit. In Ex. 2 Td is 3 times q;. It corresponds to
the CT packets queued between PP1 and PP2. In Ex. 4itis6
times, in Ex. 5 it is 7 times, etc. It means that we will be able
to identify such increments of Td in our measurements and use
them for analysis. Ex. 3 is a special case, there was no CT, so
PP1 and PP2 have been queued one behind the other (the
gueue was not empty and no CT came, so PP2 was queued at
the end of FIFO queue right behind PP1). As a result of this,
PP1 and PP2 will arrive tightly spaced at the next hop. If the
next hop is our monitor, we will detect T, corresponding to the
capacity of receiving link C, (T4 =Lpp/C,). This says that there
was a bottleneck but this bottleneck was on a previous link.
Our NIC is 1Ghits/sec so it means that bottleneck appeared on
one of the links with a higher capacity (2.5 Gbits/s or 10
Ghitg/s). If such situations happen, we can only say that a
bottleneck on the Gbits/s segment can cause a dramatic
narrowing of available bandwidth. Unfortunately, we cannot
define how much. From the next measurement (typically one
or severa minutes later) we will see whether it was just a
temporary or permanent effect.

IV. BANDWIDTH ESTIMATION

A. Conversion function

In the final stage of the analysis we have to convert the Td
into bandwidth. The conversion from the time domain into
bandwidth is a weak point of all dispersion techniques. In our
methods, we use an empirically taken value for the CT packet
length (Lct) that could be expected on aggregated links, and
we are using the QDF instead of real length of the queue. The
calculated results give us a value which we will refer to as the
residual capacity of the path (sometimes referred to as the
available bandwidth or offered bandwidth). To obtain the
bandwidth which is achievable for TCP traffic we can
normalize [23] our residual capacity estimate with some TCP
performance measurements (for example with iperf).

We have no chance to see how Td was created in each
particular case, but we assume the behavior described in
previous paragraphs. Our first assumption respects the fact that
some hops will participate in this creation and some will not.
The second assumption is that hops that have the same output
capacity will behave similarly. Each long path may have many
similar hops. They will differ only by CT and by the utilization
factor. For our analysis the term “class’ is used to identify
hops with the same output capacities.

We can never say that the bottleneck isin one particular hop

or another, only that the bottleneck isin a hop with capacity C.

Now, we describe more formaly two basic forms for Td
growing.

Td growslinearly:

Td;= Tdi1 + d|,
when the current hop H; has a higher utilization
factor r than hop H;_;or d;>= Td;.,
where: d; isan increment of Td that corresponds
tothe CT-load in the hop H; (including PP)
di= LepCi+ E(N)* Ler/Gi
or
Td grows non-linearly:
Tdi.l = 0and
Td; = Lpp,Ci + E(N)* Ler/Ci

This case is determined by “stretching” on the “narrow

band”. It could appear in the path in several places. The

hop with the largest Lpp,C will finally determine Ty,

It is hard to distinguish the reason for the actual value of Td
observed from one individua measurement (or singleton).
Therefore we make at least 20 measurements and analyze them
as one bunch or sample. Several such bunches of
measurements for different paths were shown in Fig. 5, Fig. 6,
Fig. 9 and Fig. 10. For each bunch we try to find the most
frequent Td, the “multiplicative factors’, the mean etc. We
start our evaluation by determining the most frequent Td in the
bunch (i.e. the main peak of the frequency distribution of Td)
since it is caused by the “narrow band” hop or by the hop with
the highest utilization factor r. The width of the window in
which we are looking for such a peak is defined dynamically
as a percentage level of the measured Td. Viathis we can filter
and eliminate spurious values of Td that could be much lower
or much higher than the peak. In a short term measurement of
400ms (20 measurements repeated in a 20 ms period) we only
measure a “small statistical set” that has a behavior roughly
similar to the “larger statistics’ that we presented in Fig.7, Fig.
8 or Fig. 11. However, there can be large differences between
the statistics of the short and long term measurements. In the
short term measurements we usually have only one dominating
peak or maximally two pesks of Td. During the longer
observation time we usually get many more peaks as the larger
statistics sets cover more events. The longer term
measurements also contain peaks that represent infrequent
values of Td (for example caused by heavy load in the
bottleneck hop or other exceptional situations as we describe
below). If we study in detail the behavior of statistics from
short term measurements, we can see, how the peaks “breath”,
i.e. they are stronger or weaker or disappearing or reappearing



in subsequent measurements. Such behavior reflects the
instantaneous changes in the utilization factors in the
individual hops in the path. The larger statistics accumulates
more data for several minutes or hours and thus hide this
effect. If, with this knowledge, we again look at Fig. 8 we see
typical examples of this. We can say that we will never see all
types of peaksin the path to INFN in each set of our short term
measurements. Usually we expect to see the last peak of the 4
peaks and at least the first peak at 650 ns.

In cases where we cannot find any outstanding peak and the
values are just moving between several positions defined by
QDF, we calculate the mean of al individual Td values. As a
result of this process, we will have one Td corresponding to
the maximal bottleneck of the bandwidth in the path during the
400msinterval.

The Td corresponds to the load on the path. As the load on
the path grows, Td also grows. Many authors express this fact
by saying Td= S Td for al i hops. As we showed not all hops
participate in this process and also not all packets play the
same role. From our experiments and practical measurements
on many types of the paths we could see that Td always
consists of 2 parts. The first part is common to all individual
measurements and it has a relatively stable value (we call it
Tdiiy)- The second part is variable (Td,s) and we believe that
part reflects queuing changes. We can write:

Td = T + Tdyar @)

Tdii; is usualy the value caused by the “narrow band” hop
and we can say that Tdinit = Lct/Crp, Where, Ler is the average
packet length of the CT and C,y, is the capacity of the “narrow
band” link.

If there is no “narrow band” (we do not usually know this
beforehand) then we assume the largest PP pair separation is
caused by the most loaded hop and the value of Td is
calculated as the time needed to transfer the PP and CT
packets using the formula

Tdinit = Lpp/C + E(N)* Lr/C

where: C is the capacity of the hop that caused the largest
separation (bottleneck). From our measured value of Td we
calculate Tdin as follows:

Tdjinit = min; ((Tdjj) | 1<i<=20)

where Td;iiy isone of the Td, J. measurementsin thejth bunch .
At the start of the analysis we do not know the load of the
hop that dominates in creating the measured Td and thus don’t
know if the peak in PP par delay distribution is a
“multiplicative factor” effect or created by the “narrow band”
hop. Fortunately, from several subsequent measurements in
one bunch we are usually able to identify the main peak in the
PP pair digtribution and its type (“narrow band” or
“multiplicative factor”). From this we can find the difference
between the all PP pair delays and the mean of the peak. In the
next step we work with these differences. We also know that

the Td's in one bunch of measurements are mostly created by
the same hop or just one more hop. We also know that in the
Td we can find values n*NTT (where n is a small integer). We
are trying to match our Td differences with some of the “class’
NTTs. If successful, we can calculate the QDF as the ratio of

Td,o and NTTgass.
QDF; = (Tdij — Tdjini))/NTTgjass

this alows usto replace E(N) in formula (1) by QDF:
Td; = Lpp/Ci + QDF; * LGy

From this we can calculate C; for each singleton in one
bunch.
Ci =(Lpr+ QDF; * Ler)/ Td; @)

The conversion function for this formulais shown in Fig.13.
In the current version of ABWE we are working with the mean
of Td and the conversion to residual capacity is done as afinal
step of al the processing.

Figure 13: Time to C, (residual capacity) — conversion
function

We had problems interpreting the Ler in formula (2).
Originaly we used the packet length of our PPs, later we
changed this to the MTU, but neither interpretation worked
well. Finally we set Ler empirically to 700 Bytes as a first
approximation to the average packet lengths measured on the
heavily aggregated traffic hops in the internet, and it works
well. To obtain the bandwidth that is achievable for TCP
traffic, we can normalize [23] our residua capacity with some
TCP performance measurements (for example with iperf).

B. Presentation of Results

We have been running the ABWE monitoring at SLAC since
August 2002 and demonstrated it at the iGrid2002 and
SC2002 conferences. We usually work with two groups of
remote hosts the “dow hosts’ with throughputs up to 200
Mbits/s; and the “fast hosts’ with speeds of hundreds of
Mbits/s. Real-time time-series bandwidth plots for the groups
are created using the UTH package [22]. Examples of a



bandwidth time-series plot for the fast hosts are shown in Fig.
14. The x axisisthe timein hours. The resultsin Fig. 14 were
measured from SC2002 in November 2002. The figure shows
the long term monitoring capability of ABWE. During 4 hours
we observed a dramatic change of bandwidth (150 to 450
Mbits/s) to SLAC caused by a routing change and several
changes caused by heavy traffic. From previous examples and
from Fig.14 it can be seen that ABWE can detect bandwidth in
awide range.

Figure 14: Bandwidth from SC2002 to "fast hosts'
measur ed and visualized by ABwWE.

The ABWE tool is able to quickly show in real-time (within a
couple of minutes) changes in the network performance (e.g.
due to route changes or big changes in traffic and congestion).
To make the graphs show trends more clearly, we displayed
Exponentially Weighted Moving Averages (EWMA) [20] of
the measurements, i.e. the current average avg; is given by:
avg = (1-a)*y;+a* avg.; where vy, is the current
measurement, and a is a constant that we normally set to 0.9.
This provides fairly heavy smoothing (Fig. 15).

Figure 15: Unsmoothed ABWE (abw) measurements vs
EWM A smoothed values.

However, it has also the negative feature that changes would
not be visible for several minutes (depending on the magnitude

of the change). Therefore we are also using a version that
presents both the actual value and the EWMA. This plot is
noisier, but allows one to see changes more quickly. Fig. 15
shows an example of a sudden change in network performance
(from 60 to 4 Mbits/s) for CERN displayed with and without
EWMA. It can be seen that the sudden changes in throughput
are seen within 2 minutes. The picture also shows the
smoothing effect of EWMA with astrong a (a = 0.9).

Further investigation of this particular case showed that the
first drop was caused by a change from the normal route from
SLAC to CERN going via StarLight to a new route shared with
commercia traffic going via BBNPlanet. The increase back to
the normal bandwidth at 280 minutes was caused when the
route to CERN was changed to going via GEANT.

Finaly, we present some results from the DataTAG
experiments described earlier in this paper. We monitored the
experimental traffic for many hours. Fig. 16 shows the traffic
on the path between Chicago and Geneva for January 8th
2003.

Figure 16: The effects on ABWE of users loading the 2.5
Gbhits/s DataTAG path between Geneva and Chicago with
iperf/TCP traffic.

Different traffic shapes, visible in this figure during the 14
hour experiment, show the effects of other users making high
throughput measurements on the 2.5 Gbitgs link. Our
monitoring host was located on a 1 Ghits/s link. Thus if there
was no other heavy traffic, we reported values close to the full
capacity (with average 15 % error) of our measurement host’'s
link, which in this example is also the “narrow band”. If there
was CT traffic, the available bandwidth (residual capacity)
dropped and we detected drops of 200 - 300 Mbitg/s. In this
particular case we identified that the CT has been generated by
experimenters at CERN who injected iperf TCP traffic into the
testbed links at rates up to 950Mbits/s for periods of 1 to 2
hours several times during this time frame. This demonstrates
that we can reasonably register instant changes in utilization
for even such high speed links. It is necessary to add that
traffic on this link was dedicated just for experiments (making



high speed bulk throughput measurements) and the conditions
were different from those we would expect on long Internet
paths with heavy aggregated traffic. For this case, the
empirical value for Lcor (700 Bytes) in our bandwidth
derivation was evidently too small since we measured changes
of only 200-300 Mbits/s whereas the actual CT was closer to
900 Mbits/s and was using 1500 Byte MTUSs. In the future we
plan to make more controlled experiments with different cross-
traffic.

Some of the points above 1000 Mbits/s can probably be
ascribed to the situation where the 2.5 Gbits/s link was
saturated and PPs “caught up” with one another (see Fig.12,
Ex. 3).

C. lperfvs. ABWE

We compared the SLAC iperf TCP throughputs averaged
over 60 days from August 24 through October 26 2002 with
the SLAC ABWE results. The correlation was strong (square of
the correlation coefficient, R* > 0.6), see for example Fig.17.

Figure 17: Correlation between ABWE measurements and
the averageiperf TCP throughputs.

In Fig. 17 each point represents a single host with the x
value being the 60 day average of the iperf TCP
measurements, and the y value being the average ABWE for a
four hour period on October 26, 2002 (the pattern of the
ABWE values stays fairly consistent from weekday to
weekday, so the actual choice of time period has little effect).
The line is a least-squares fit to a straight line constrained to
go through the origin. We also noted that if there were large
(e.g. diurna) variations in the iperf TCP measurements they
aso showed up in the ABWE measurements. This is
encouraging, and we are studying it further. If it bears out, then
we hope to be able to use the more heavyweight iperf TCP
measurements to normalize the more frequent ABWE
measurements. Besides providing low network impact (each
bandwidth measurement needs only 40 packetsminute for one
remote host) ABWE is responsive to quick changes in
performance, and is complementary to more heavyweight
tools.

V. CONCLUSIONS

We demonstrated a new tool for monitoring available path
capacity in range from several Mbits/s to 1000 Mbits/s. The
tool can be used in continuous mode and detects all substantial
bandwidth changes caused by improper routing or by
congestions. The usefulness of such a tool has been proven
several times during last months when we discovered several
dramatic routing changes which were corrected soon after we
identified and reported them.

The mix of a low network intrusive packet pair bandwidth
measurement tool (ABWE) with a more intrusive, user-centric
TCP throughput tool (iperf) appears promising to provide low-
impact short term (updatesyminute) real-time measurements
with good fidelity.
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