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Location of AMP IPv6 monitors, as of November 2003.

From left to right: University of Oregon, San Diego Supercomputer Center/UCSD, University of Utah, University of Missouri at Columbia,
University of Wisconsin, University of Memphis, Michigan Technological University, Georgia Institute of Technology, NYSERnet, and
Columbia University. The three international sites are listed on the right (the Netherlands site will be active in the AMP IPv6 mesh soon).

The NLANR Active Measurement Project (NLANR AMP) has created a mesh to collect IPv6 performance data. There are
currently 12 active sites (with another coming online soon) in the AMP IPv6 mesh. We have monitors in all corners of the
U.S., one each in Japan, Australia, and the Netherlands (soon); locations are shown in the map above. This coverage is
sufycient and appropriately spread out to see important backbone upgrades to Internet2, according to users of the data.
However, we would like to have more IPv6 monitors in the mesh, particularly in locations in Europe. Other groups have
recently begun looking at the IPv6 Internet, but as far as we know, we are the yrst to create an IPv6 mesh, produce this type
of information, and make the data publicly available.

The aim of the AMP IPv6 project is to perform measurements which enable systems administrators and engineers to moni-
tor infrastructure improvements to the IPv6 component of HPC networks, relative to the performance seen by IPv4 paths,
as they occur. Bill Owens (NYSERNET) and Joe St. Sauver (University of Oregon) have been signiycant collaborators in
this activity since the beginning. As part of the NLANR AMP mesh, 130+ active measurement monitors covering IPv4, they
foresaw the need and importance of having active meausrements of IPv6. We have been collecting IPv6 performance data
since October 2002.
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The NLANR/MNA Web pages are currently under construction with several extensive Web projects in progress. As you visit our site
http://moat.nlanr.net you will ynd the results of these efforts as new pages appear and accessibility improves. We look forward to your
feedback about the changes over the next few months.

Citings: Data Users pages

To support network research and engineering of high performance research networks, our activities have created and continue to build
upon a Network Analysis Infrastructure (NAI) which consists of all of our data, analyses, tools, and techniques. We make all of this
publicly available for use by network researchers, systems administrators and engineers, and students. The volume of our available
data is such that no one researcher or group can utilize, much less analyze, all of it. We actively solicit collaborations with other network
researchers, which increases the breadth and scope of our work and adds to the understanding of performance issues and parameters
in HPC networks.

We have begun a suite of Citings pages, the aim of which is to repect who is doing what with our data, as well as approximately how
many folks are using it. The Citings: Data Users pages currently consist of the following pages: published papers referencing our work,
sorted by meeting/conference as well as by year and a fiBy the Numberso page with numerical information regarding proceedingsi pa-
pers in which we are cited. These pages form an excellent foundation which will be extended as new information is added.

For example, the ygure below is a pie chart repecting the percentage of papers at ACM SIGCOMM 2000 which referenced our work.
The graphic was created using the pie chart feature of the new implementation of the Cichlid 3D Visualization system (in progress).

For more information: http://moat.nlanr.net/Data-users/.

e

11.1% NLAMR/MMNA citings

Percent of accepted papers at ACM SIGCOMM 2000 referencing our work. See color image on back cover.

The Network Analysis Times is a publication of the NLANR Measurement and Network Analysis Group (NLANR/MNA),
located at the San Diego Supercomputer Center (SDSC), University of California, San Diego (UCSD). Maureen C. Curran,
Editor. Thanks to Lana Kennedy, NLANR/MNA Student Writer, for her invaluable assistance in the layout of this issue.
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A Network Engineeris View of AMP IPv6

Bill Owens, Manager, Network Development,
New York State Education and Research Network
(NYSERNET)

| have long been convinced of NLANR AMPis operational value.
| am a network engineer, not a researcher, and | use AMP on a
regular basis to troubleshoot problems. It is also a great tool for
ynding out that something has changed on the network before it
causes a problem.

However, | have used the AMP IPv6 capability for both engineer-
ing and research. Although we are deploying IPv6 to support real
applications and carry operational trafyc, we have such a small
deployment of native IPv6 connectivity that we are discovering new
things about the network on a regular basis. One of the questions

we have asked is how our network upgrades and changes have
affected IPv6 performance. For example, the Abilene IPv6 back-
bone went from being a tunneled and software routed network to
mostly native and hardware routed. The entire time, of course, IPv4
trafyc was already handled in hardware. AMP IPv6 let us watch
much of that transition, and we saw the dramatic improvements
in IPv6 performance for which we had hoped. AMP IPv6is ability
to provide long-term history of the paths that it monitors allows us
to see smaller changes as well, even down to the level of campus
software upgrades.

Many AMP-monitored paths now show similar performance for
both IPv4 and IPv6. We can show those results to celebrate our
success in deploying IPv6, but also keep watch over the network to
make sure that both protocols continue to behave well.

For more information, please contact:
Bill Owens <owens@nysernet.org>

iBill and Joeis (Owens and St Sauver) enthusiasm for understanding and improving IPv6 performance
is infectious. It has been, and continues to be, a major driver for the project.o

--Matthew Luckie, NLANR/MNA researcher, AMP IPv6 project lead

AMP IPv6 Web pages

The one thing lacking with respect to the AMP IPv6 program is

participation by more sites. Currently there are (by my count)

AMP IPv6 home:
http://amp.nlanr.net//IPv6/

AMP IPv4 / IPv6 Comparisons:
http://watt.nlanr.net/active/cgi-bin/v6_portal.cgi
fort?
IPv6 Scamper:
http://voodoo.cs.waikato.ac.nz/~m;jl12/ipv6-scamper/

139 IPv4 AMP sites, but only 12 AMP IPV6 sites...

How about the rest of you who are at IPv6-enabled sites and
who are already hosting IPv4, joining in on the AMP IPv6 ef-

--Joe St Sauver, University of Oregon; please see article on page 4.
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Active IPv6 ASNs. Global IPv6 deployment seems to be accelerating, particularly in Europe. Since March 1998, Merit Network has been running
a daily stats script which summarizes IPv6 route updates providing a perspective for long-term trends. NLnet Labs generates graphs from the
data, as seen here. Image Source: NLnet Labs http://www.nInetlabs.nl/ipv6/measurements/index.html and Larry Blunkis Global IPv6é Deployment
Update Presentation slides, October 15, 2003. (Please see the article on page 5.)
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AMP IPv6: Putting a Key Emerging Protocol
fiOn the Radaro

Joe St Sauver, Ph.D., Director, User Services and
Network Applications, University of Oregon
Computing Center

Introduction

As the deployment of IPv6 lurches along, one thing that quickly
becomes evident is that it is really quite hard to tell what is going on
with respect to IPv6 trafyc.

Many of the network measurement tools we normally rely on, things
as basic as Nethow and SNMP, for example, simply are not in rou-
tine production deployment in the IPv6 world, even on the most
aggressive of IPv6 R&E backbone networks, such as Internet2 [0].

This lack of visibility really hurts IPv6 because a key motivator for
IPv6 deployment is the extent to which network engineers and net-
work administrators perceive IPv6 to be firealo and fiactually in used
vs. fiyet another wild-eyed protocol that is not actually getting any
practical traction.o

Some users, never seeing discussions of IPv6 network trafyc, sim-
ply (and incorrectly) assume that IPv6 still fisnit realo and that no
trafyc gets analyzed or reported because no IPv6 trafyc exists. This
is a bad assumption. IPv6 trafyc does exist; however, it is largely
off the radar and seemingly unaccounted for. For example, at the
University of Oregon we routinely exchange Usenet News trafyc
over IPv6, and like a growing number of other sites, our primary
campus time sharing hosts are IPv6 enabled, and of course, IPv6
is a popular IRC server interconnect mechanism in parts of Europe,
to name just a few applications.

When all IPv6 trafyc was tunnelled, ala the 6bone, the difyculties
associated with accounting for tunnelled trafyc were easily under-
stood and allowances could be made for resulting trafyc opacity.

But today, when IPv6 is a native protocol on campus LANs and
higher education production R&E network backbones, as well as
on a growing number of commercial ISP backbones, IPv6 trafyc
really deserves the same sort of measurement attention that IPv4
trafyc receives. Fixing the problem in general needs to be made a
priority in our interactions with routing hardware vendors.

AMP IPv6: International Leadership in IPv6 Measurement Ini-
tiatives

When it comes to IPv6 measurement, one area where we are
NOT pying blind is in the area of active measurements. Early on,
NLANR/MNA realized that IPv6 was an important protocol, and
worked hard to adapt its active measurement project (AMP) to in-
clude IPv6. The University of Oregon is one site that hosts an IPv6
AMP box for NLANR/MNA, also included are AARN (Australia),
APAN (Tokyo), Columbia, Georgia Tech, the University of Mem-
phis, the University of Missouri, Michigan Tech, NYSERNET, San
Diego Supercomputer Center (SDSC), Utah, and Wisconsin. Data
from the measurement boxes at each of those sites is available by
date, at http://amp.nlanr.net/active/cgi-bin/v6_portal.cgi .

If you have ever looked at IPv4 AMP graphs, you already know how
useful AMP can be for detecting link congestion, catching the im-
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pact of routing changes, and other macro level network diagnostics
[1]. You can take advantage of those same sort of capabilities in the
IPv6 world, courtesy of AMP IPv6.

One of the interesting new features of AMP IPv6 is possible be-
cause each site hosting an AMP IPv6 measurement endpoint, also
hosts an IPv4 AMP endpoint (on the same box as the AMP IPv6
measurement endpoint).

Because both IPv4 and IPv6 measurements are available from
those sites, it becomes almost trivial for NLANR/MNA to compute
the relative performance of IPv6 vs. IPv4. This is fascinating data,
because in the bad old tunnelled days, IPv6 performance often
lagged IPv4 performance, and to this day, some people worry that
deployment of IPv6 will inescapably impose unacceptable perfor-
mance penalties. The good news is that these days, with native
IPv6 the rule, IPv6 performance is typically fully on par with IPv4
performance, and sometimes is even better, depending in part on
the topology of the underlying networks.

Whatis Still Needed: More AMP IPv6 Nodes!

The one thing lacking with respect to the AMP IPv6 program is
participation by more sites. Currently there are (by my count) 139
IPv4 AMP sites, but only 12 AMP IPv6 sites... How about the rest
of you who are at IPv6-enabled sites and who are already hosting
IPv4, joining in on the AMP IPv6 effort? From looking at Internet2is
IPv6 deployment map [2] or connector status summary [3], there
should be a number of you who can participate (assuming campus
network issues do not get in the way of IPv6 service to your locally
hosted AMP box).

We all owe sincere thanks to the NLANR/MNA AMP folks for their
hard work in creating the AMP IPv6 mesh. AMP IPv6 makes a huge
difference when it comes to debunking the myths that linger about
IPVv6!

Notes

[O] iIPV6 in Internet2,0 Internet2 Fall Member Meeting (Rick Sum-
merhill, Associate Director of Backbone Network Infrastructure)
at slide 10 of http://www.internet2.edu/presentations/fall-03/
20031015-1Pv6-Summerhill.ppt

[1] iCampus Measurement,0 Matt Zekauskas, Senior Engineer,
Internet2, and Chair, Internet2 Measurement Working Group, pre-
sentation at the Internet2 Campus Workshop, Houston Texas, 11
April 2002.  http://www.internet2.edu/~matt/talks/I2-2002-04-11-
Campus-Meas.ppt

[2] iThe Abilene Network: IPv6 deploymentd map, Brent Sweeny,
Network Engineer, Abilene Network Operations Center, last up-
dated 22 October 2003. http://www.abilene.iu.edu/images/v6.pdf

[3] AAbilene - Connector Technology Supportd, Grover Browning,
Network Engineer, Abilene Network Operations Center, typically
dynamically updated daily. http://loadrunner.uits.iu.edu/~gcbrowni/
Abilene/vn/analysis/connector-tech.html

For more information, please contact:
Joe St Sauver <joe@oregon.uoregon.edu>

Editoris note: SURFnet (Amsterdam) will be added to the AMP
IPv6 mesh shortly.



AMP IPv6

Researcher: Matthew Luckie, NLANR/MNA

The NLANR Active Measurement Project (NLANR/AMP) is collect-
ing IPv6 performance data between a mesh of twelve active moni-
tors [SURFnet will be added shortly]. Nine of these monitors are
located in the U.S.; The front cover image shows their locations,
and the widespread coverage included. Three additional monitors
are placed internationally, one in Australia (AARnet), one in Japan
(APAN), and the third in the Netherlands (SURFnet).

The aim of the AMP IPv6 project is to perform measurements which
enable systems administrators and engineers to monitor infrastruc-
ture improvements to the IPv6 component of HPC networks, rela-
tive to the performance seen by IPv4 paths, as they occur. This
project was initiated at the request of two site administrators where
we already had AMP monitors as part of the AMP mesh (130+ ac-
tive measurement monitors). We have been collecting IPv6 perfor-
mance data since October 2002.

The general characteristics of current IPv6 paths - compared to
IPv4 paths - are that they incur a larger base delay, a larger jitter,
and greater loss. We believe this is an artifact of tunnel paths that
follow less-than optimal paths, under-powered tunnel entry and exit
points, and an inefycient forwarding path inside some routers that
route IPv6 natively.

We have seen continuous improvements to IPv6 paths (and expect
to see more) as IPv6-in-IPv4 tunnels are replaced with native IPv6
paths, and the IPv6 forwarding capability of routers in the path is
improved.

We collect path and delay information using IPv4 and IPv6 versions
of ping and traceroute, and compare the data on a path-by-path
basis. All monitors run FreeBSD 4.6, use the KAME IPv6 stack, and
are located on high performance networks such as the Internet2
network. The data and related graphical representations are pub-
licly available at http://watt.nlanr.net/active/cgi-bin/v6_portal.cgi.

Case Study

A path change between amp-gatech and amp-wisc that takes place
on the 21st of October 2002 at 7:00 am PDT and completes at 9:30
am PDT. See Figures 2a-c (on back cover).

The IPv6 tunnel server was changed from a Cisco GSR router lo-
cated in Kansas City to a Juniper T640 router in Indianapolis. The
new path is topologically much closer to the path followed by IPv4
packets, which results in a substantially lower base round trip time
(RTT) delay, and less jitter as shown in Figure 2a. Figures 2b and
2c show which components of the path changed over the course
of the day. We can see that the forward path (Figure 2b) changes
markedly after the tunnel change. The reverse path (Figure 2c) is
one hop shorter after the topology change, which is the result of
two hops being replaced with one new IPv6 hop.

For more information, please contact:
Matthew Luckie <mjl@nlanr.net>

Global IPv6 Deployment Update: Issues and Trends

Researcher: Larry Blunk, Merit Network

Presentation given at the October 15, 2003 Internet2 Fall 2003
Member Meeting

One of the very well received presentations given at the recent In-
ternet2 Fall 2003 Member Meeting was by Larry Blunk of Merit Net-
work. The following has been excerpted from his talk. Larry has
graciously made his slides available; they can be viewed in their
entirety at http://moat.nlanr.net/PubsResources/presentations/
blunk-i2-ipv6.pdf .

Global IPv6 is the set of interconnected worldwide IPv6 networks,
which are currently a combination of 6bone and RIR space. Global
IPv6 began with 6bone in March 1996. It was intended for experi-
mental (non-production) uses and is reliant on a IPv4 tunneled ar-
chitecture. There are still many tunneled IPv4 links, which in many
cases, do not repect IPv4 topology. The deployment of native IPv6
is improving, with R & E networks clearly taking the lead.

The RIR{s (consisting of ARIN, RIPE, APNIC, and LACNIC) began
allocating production IPv6 space in 1998. RIRIs realized that IPv6
deployment was being hampered by their allocation policies and
consequently developed a new policy in 2002. The current thinking
is that perhaps they are still being too conservative; they met in
Chicago shortly after the Internet2 Fall meeting, to further discuss
the issues involved.

6bone was always intended to be temporary; the community has
agreed upon a phase-out plan. The plan includes no new 6bone
allocations as of January 1, 2004 and for the network to be de-
commissioned on 6/6/06. This should help improve the stability
and robustness of the global IPv6 Internet. Some networks have
already stopped accepting 6bone preyxes due to stability issues
(such as GEANT research network in Europe). It is likely that there
will still be considerable tunneling, but with better topology designs
and implementations.

Current status of the trends and issues in IPv6 deployment:

- Global IPv6 deployment seems to be accelerating, particularly in
Europe. (Please see the graph on page 3.)

- Operators need to work on improving best common practices in
order to improve stability and robustness, including better yltering
of peers, a focus on native IPv6 over tunnels, and careful conygu-
ration of transit relationships.

- 6bone decommissioning should improve the situation, in part
by removing poor BGP implementations and inappropriate tunnel
paths.

- Standards work needs to progress.



IPv6 Scamper
Researcher: Matthew Luckie, NLANR/MNA

We have written a topology mapping tool, IPv6 Scamper, to tra-
ceroute through a large address list in an efycient manner by
conducting traceroutes in parallel - as the need dictates - to yli
a packets-per-second rate. Scamper is quite similar to CAIDAis
Skitter tool; the major exception is that Scamper can traceroute to
IPv6 addresses, as well as IPv4 addresses. The general architec-
ture of the Scamper traceroute utility is that it can conduct multiple
traceroutes simultaneously so that if it gets stuck on one hop (a
hop that does not generate ICMP destination unreachable mes-
sages), it can traceroute other paths until that hop times out. The
time between each probe can be set so the number of bytes per
second this tool generates is conygurable. The focus of the cur-
rent research is in providing insight into the behavior and growth
patterns of the IPv6 Internet. We have composed an address list,
which has been Scampered from several locations at various times
(thanks to participating researchers at those sites). Thank you also
to Duane Wessels of CAIDA for his help during the development
of Scamper.

For more information:
http://voodoo.cs.waikato.ac.nz/~mjl12/ipv6-scamper/

The most recent logical map can be seen at:
http://voodoo.cs.waikato.ac.nz/~mijl12/sorcerer-nysernet-wide.png

TWORK

In matzonl Collabm‘éms

The Measurement and Network Analysis group of the National
Laboratory for Applied Network Research (NLANR/MNA) assesses
the performance of next-generation computer networks--measur-
ing the pow of message trafyc, analyzing performance issues, and
making all of the data, analyses and tools available to the commu-
nity--so they can be tuned for maximum end-to-end performance.

Based at the San Diego Supercomputer Center (SDSC), the NSF-
funded NLANR/MNA group has created a network analysis infra-
structure to conduct their own research and to support the efforts
of outside researchers, systems administrators, and students. With
few exceptions, the monitoring devices have been located on high-
performance networks operating in the United States. International
expansion began cautiously three years ago; now the research in-
frastructure extends to other continents, and network researchers
and system administrators around the world are enthusiastically
collaborating with NLANR/MNA researchers, setting up measure-
ment and analysis research projects of their own.

The NSF created the High Performance International Internet Ser-
vices (HPIIS) Program in 1997 to provide international researchers
access to high-performance networks in the United States and to
give U.S. educators access to researchers and international high-
performance networks around the globe. HPIIS project participants
include AMPATH (which links most of the countries in Central and
South America to the U.S.), Euro-Link (between the U.S. and Eu-
rope), the TransPAC link (between the U.S. and Japan), NaukaNet
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Scamper combined with the University of Oregonis Route Views
and an extensive address list can be used to map the IPv6 Internet.
The IPv6 address list is composed of addresses from a number of
sources:

6bone.db: addresses harvested from the application and tunnel
addresses in the 6bone.db yle, from February 2003.

DNS walk NS: addresses collected by resolving NS records
returned in a DNS walk of ip6.arpa for IPv6 addresses.

DNS walk rev-fwd: addresses collected by taking the name
supplied in PTR records in a DNS walk of ipv6.arpa for IPv6 ad-
dresses.

google IPv6: addresses collected by taking the yrst 1000 unique
sites returned in a google search for filPv60 and resolving them for
IPv6 addresses.

henk at ripe: RIPE TTM monitors that are part of RIPE(s IPv6 test
trafyc program.

mjl: addresses collected from a variety of sources, including pre-
liminary Scamper runs and AMP IPv6 monitors. [Matthew Luckie]

::1: addresses that were manually created by taking preyxes not
represented in the address list but are seen by routeviews and
adding ::1 to the preyx.

L3

;L

(between the U.S. and Russia), and NSFis STAR TAP and Star-
Light international access points.

NLANR/MNA is now conducting joint research with all four HPIIS
grant projects. The SDSC researchers also are collaborating with
Australia, Korea, and Canada, which are not in the HPIIS program.
The result is that NLANR/MNA is well on the way to establishing
a world-wide infrastructure for gathering performance data from
high-speed next-generation research networks, vitally important in
an age of global communications. And of equal importance is the
intangible network of person-to-person contacts among scientists
and engineers in dozens of countries that have been engendered
by the program. Researchers and administrators are engaging
in joint efforts, exchanging information, and helping to solve one
anotheris problems using a range of different collaboration models,
initiated as experimental efforts facilitated by NLANR/MNA{s activi-
ties.

The NLANR/MNA participates in cooperative network measure-
ment research efforts with Australia, Brazil, Canada, China, Fin-
land, Germany, Holland, Hungary, Israel, Japan, Korea, Mexico,
New Zealand, Norway, Russia, Taiwan, and Thailand.

--Mike Gannis and Ronn Ritke

Detailed information can be found at:
http://moat.nlanr.net/International/partB_article.html



NLANR Holds ¢Very Successfuli Workshop on Passive and Active
Network Measurement

Mike Gannis

E 2003 Online: News about the NPACI and SDSC Community. Reprinted with permission.
Originally published: http://www.npaci.edu/online/v7.8/pam2003.html

PAM2003 (http://www.pam2003.org/), the fourth annual interna-
tional workshop on passive and active network measurement, was
hosted by the Measurement and Network Analysis Group of the
National Laboratory for Applied Network Research (NLANR/MNA)
at the San Diego Supercomputer Center, on campus at the Univer-
sity of California, San Diego. PAM2003 was a three-day event that
focused on research and practical applications of network mea-
surement and analysis techniques.

As the Internet has grown over the last decade, the need for pre-
cise measurement of the network and its trafvc load have become
steadily more apparent. Most of todayis Internet Service Providers
and many of their large network customers are collecting and ana-
lyzing measurement data for the purposes of performance monitor-
ing, network engineering, and cost recovery. This workshop was
an opportunity for researchers from around the world to meet and
present their yndings.

fiThis was a very successful conference,0 said Ronn Ritke, co-
principal investigator of NLANR/MNA and the organizer of the
workshop. iWe not only had a great turnout, but the technical pre-
sentations were excellent and there was a lot of interaction among
the participants.o

Presentation topics included leading-edge research in active
measurement (sending test packets and observing their progress
through the Internet), passive measurement (observing actual traf-
yc on filived networks), performance metrics (developing indicators
to characterize trafyc behavior), trafyc statistics (to develop models
of fireald Internet trafyc), and visualization (ynding effective ways to
display what is happening in a network).

More than 80 researchers and students attended the workshop.
Many came from overseas, from such countries as Australia, Bel-
gium, Canada, Croatia, France, Germany, Italy, Japan, the Nether-
lands, Norway, the United Kingdom, and Sweden. A record number
of papers was submitted to the workshop -- of 92 submissions, 20
were accepted as full papers and yve were accepted as posters.

Exactly 40 of the attendees were graduate students. iOne of our
major goals was to promote student participation,t Ritke said, fiand
we succeeded past our original expectations. The students not only
attended, they were full participants -- 12 of the 20 accepted papers
listed students as vrst authors.o

An award of $150 for Best Student Paper was presented to student
author Vinay Ribeiro of Rice University for a paper titled fipathChirp:
Efvcient Available Bandwidth Estimation for Network Paths.o

To encourage their participation, students were assessed lower
conference registration fees, and also were able to stay at the
Doubletree Del Mar Hotel at a specially negotiated reduced rate. In
addition, Endace Measurement Systems (http://www.endace.com)
offered sponsorships to student authors to offset some of the costs
incurred by students who wanted to attend the workshop and pres-
ent papers or posters on their research; 13 of the students were
able to take advantage of this support.

The students themselves were enthusiastic about the results. For
example, Wenyu Jiang, a Columbia University computer science
graduate student, wrote in an unsolicited letter after the confer-
ence:

fil had a great experience at PAM 2003. Through the various pre-
sentations, it has given me the strong impression that PAM is the
perfect place to learn about all major aspects of Internet measure-
ments, from design and implementation of high-speed measure-
ment facilities, to the evaluation of many types of measurement
results. The latter is particularly important, because as pointed out
by the Panel, with the rapid growth of measurement data in the re-
search community, it is highly desirable to summarize the data and
make sense of it, by asking questions like: what does it mean, what
can we infer from our data?

With the attendance of many student authors, it is easy for students
to blend into the workshop. The short turn-around time of the PAM
workshop also makes it perfect for students who want to publish
their new ideas and results as early as possible.

Finally, during the workshop, | also talked with several PC commit-
tee members, and they offered warm-hearted help to expand the
set of my measurement nodes. This is something | simply cannot
hope for at other conferences or workshops!o

filtls important to cultivate the next generation of network research-
ers,0 Ritke said. iA mixed workshop like this one enables us to
encourage the best and the brightest students to go into the yeld
and gives them a head start on working with well-established re-
searchers.o

This workshop in La Jolla, California, followed successful
workshops in Hamilton, New Zealand (2000 <http://pam2000.
cs.waikato.ac.nz>), Amsterdam, The Netherlands (2001 <http:
/Iwww.ripe.net/pam2001>), and Fort Collins, Colorado, USA (2002
<http://www.labs.agilent.com/pam2002/>).







