Active Measurement Project (AMP) Data Graphs

Over the past several months there have been a number of new features and graphs added to the AMP data graphs. As of early March,
the AMP mesh now supports user initiated path measurement; please see the traceroute request form at
http://watt.nlanr.net/active/cqgi-bin/tr-request.cgi.

Help and additional information are now available for each graph by clicking the appropriate "I" icon, located by each graph. Jitter graphs
were recently added to the daily graphs page.

Daily graphs now include all of the following graphs. On the facing page and continuing above, is an example of a daily page (a color copy
of the facing page is on the back cover).. All graphs are displayed in US Pacific Time (West Coast USA). (A project is underway which will
allow the user to select a time zone.)

Round Trip Time (RTT) - shows the round trip time from the source to the destination and back again. Clicking the [routes] link reveals the
path from the source to the destination, (from there, the reverse path link shows the reverse path).

Route graphic - shows, in visual form, the route from the source to the destination, and the IP Hop Count. Route information is collected
from a traceroute command, executed approximately every 10 minutes. By choosing a time (i.e., a position on the x-axis) and moving
vertically up the graphic, you cross each hop in the path at that time. The browser's status line will show the DNS name for that hop. Clicking
on the graphic will take you to the traceroute information for that path and time.

Event bar plot - at the bottom of the route graphic (discussed above) you may find colored horizontal bars. The event bar time frame
matches that of the route graphic immediately above it. These bars indicate the duration of network events that we have been advised of
from Abilene,vBNS, or StarTap (or, in some cases our own activities). Clicking on the bar will take you to the text of the notification. They
are color-coded as to the source of the event.

Jitter graph - shows the variation in RTT between adjacent measurements. Clicking the [routes] link reveals the path from the source to
the destination, (from there, the reverse path link shows the reverse path).

Distribution plot - shows the frequency of different RTTs.

Packet loss plot - shows the percentage loss in each 5 minute interval over the measured path. Clicking the [routes] link reveals the path
from the source to the destination, (from there, the reverse path link shows the reverse path).

PLEASE NOTE: For several of the graphs both the x-axis and the y-axis are scaled to match the data. Therefore, it is important to take
care when comparing graphs over different paths. For additional information and tips, please see each help icon.

The NLANR Passive Measurement and The current PMA measurement design, which utilizes a collection
Analvsis (PMA) Proiect of independent monitors, includes more than 21 passive
na ySIS( ) rojec monitors. These monitors take regular measurements on a

variety of networks, ranging from FDDI to OC12 and from ATM to
POS. Traces are collected, postprocessed, encoded

Researchers: David Cheney and Jorg Micheel (PMA (anonymized), and then made publicly available on the NLANR
team leader), NLANR Measurement and Network PMA Web site for use by other network researchers, as well as
Analysis Group students. The passive header trace data provides the means to

study workload profiles for a number of measurement points in



high speed environments, soon up to OC48, with work under way
for OC192 packet tracing capability.

Tools

The tools developed by the group are available on the Web site
and can be classified as "analysis" or "selection" tools.

Analysis tools are usually programs which take our traces, or
associated data, and either generate the data in a different
format, or produce a human readable presentation of statistical
data gathered from the traces.

Selection tools are predominantly Web based and are intended
to assist researchers in finding suitable traces for their analysis
needs.

Available Analysis Tools

tsh2asc - a tool to convert the Time Sequence Header (TSH)
trace format into an ASCIlI human readable format. This will
produce one line of output for each packet in the trace. This is a
useful tool to use for debugging larger analyses and for "sanity
checks" on data sets (testing to see if the trace is corrupt,
whether analyses are giving e numbers based on the trace, and
whether an analysis is using the correct fields from the headers,
etc.). Some may find that they prefer parsing the human readable
format, as opposed to the binary equivalent; however, we would
recommend using the binary format in most cases (due to some
information loss resulting from the conversion).

tsh2bpps - a program which generates a histogram of bits and
packets per second for all the flows and transactions in a given
trace. This data can be useful in determining quality of service,
diversity of service level, and/or the distribution of application
requirements within a trace.

tsh2plen - a program which generates a histogram of
packet-length distribution sorted by the length of the packets.
Again, this may be used to extrapolate the distributions of
application requirements in a trace.

tsh2ta - a program which generates a trace analysis file that
describes all of the flows in a trace. Flows are defined by their
source and destination IP addresses, source and destination
ports, protocol number, and a timeout parameter. Internally, we
use a timeout of eight seconds, which means that any flow which
has an interpacket arrival time of greater than eight seconds will
be counted as two (or possibly more) flows. There are other
strategies for selecting this timeout parameter: among them s the
concept of a variable timeout which selects different timeouts for
different flows, on the fly. One such strategy has been
implemented and is available on the Web site ("tsh2ta.mbet.pl").
Please see the "Future Developments" section of the article for
more information on our reimplementation activities.

ta2sum - probably the most comprehensive analysis regularly
performed on NLANR PMA traces. This program generates a
human readable file with a plethora of interesting flow level
statistics gleaned from a trace's respective trace analysis file
(produced by the tsh2ta program).

Please note - as all of our regular analyses use the TSH format,
it is useful to have programs available to convert to it from other
formats. There are several of these programs available, including
those for conversions from the Coral and Dag3 header formats.
(Some of these are available on our Web site:
http://moat.nlanr.net/Software/TSH/.)

Available Selection Tools

DataCube - a Web database facility for finding analysis files,
such as the trace analysis summaries produced by ta2sum, on
every trace ever collected. This tool can be used for finding good
data sets with which to work, or it can be used directly to obtain
the statistical data. As currently implemented, it can be quite
clumsy to find a particular quality of trace through this facility;
therefore, some NLANR researchers prefer and recommend
using the Statistical Query utility for this function. Please see the
"Future Developments" section of the article for more information
on our plans to improve this tool.

Statistical Query (StatQuery) - a trace selection utility for
searching available traces. This tool is useful for researchers who
want to find traces based on their innate qualities, such as the
size of the trace with respect to certain parameters (like the
number of packets, or number of bytes transacted, or the total
time duration). We plan to add many more parameters to this
facility in order to make it as useful as possible. Therefore, we
strongly encourage anyone with a good idea about which
parameters may be useful for finding relevant traces, to send
them to us through the feedback forms available on the Web
pages.

Future Developments

In looking forward, many issues for consideration have become
evident. With many more monitors being deployed, and with
greater network bandwidth to monitor, our current methodologies
may not suffice. Our equipment must become more sophisticated
in order to handle the high rate of packets per second on the
faster links. We are investigating whether our postprocessing
facilities will be able to handle the enormous increase in data as
we deploy more high speed network monitors. Our monitors are
being reconfigured to produce anonymized traces, which will
eliminate a major problem with scalability. In addition, questions
about the relative usefulness of the various analysis tools are
being examined.

Many of the tools are being revamped, and indeed the entire
passive measurement and analysis infrastructure, has been
opened up for discussion and evaluation. We are seeking to
improve efficiency and effectiveness, as well as to meet the
changing needs of the community, as well as the network
technology.

All of the analysis tools, which were previously available only as
Perl scripts, are being rewritten in C to improve their
performance. Three scripts have been rewritten successfully at
the time of this writing, and two more are underway. The initial
performance increases have been quite promising. The tsh2ta
program is now executing as much as 10 to 30 times faster than
the equivalent Perl script (using equivalent hardware): 30 times
faster on large traces, small traces are now 15- to 20-fold faster,
with most runs experiencing a 10-fold increase. The
reimplementation of ta2sum has resulted in a three- to four-fold
increase in performance; while modest when compared to the
gain in efficiency for tsh2ta, this is still significant.

The DataCube is being rethought and redesigned; we hope to
provide a much improved interface in the future. Many of the file
formats available through the DataCube may be converged or
removed entirely in favor of visualizations of trace statistics and
trends. Our hope is that this will make the DataCube more useful
and generally more accessible to the trace users.

In addition to these considerations, we are planning to undertake
a number of significant new projects which will extend and



complement the current PMA measurement design. (These will
be covered in future articles as projects develop.)

Inresponse to the tremendous interest in passive measurements,
the NLANR Traces Community was launched as a community
building effort to address and maximize planning strategies for
passive measurements and analysis. We invite you to join and
especially to let us know what your need are now, as well as what
you anticipate in the future.

For more information

PMA Web pages: http://pma.nlanr.net/PMA/

Post reimplementation performance reports:
http://moat.nlanr.net/~dgcheney/tsh2ta/Stats.html

http://moat.nlanr.net/~dgcheney/ta2sum/

DNS Measurements using NeTraMet

Researcher: Nevil Brownlee, CAIDA and The
University of Auckland, New Zealand

Abstract — A brief overview of some observations of global DNS
root server behaviour, from passive measurements at UCSD
using a NeTraMet meter.

Introduction - NeTraMet [1] open source software is the first
implementation of the IETF's real-time traffic flow measurement
system (RTFM) [2]. For a step-by-step introduction to NeTraMet,
see [3]. NeTraMet includes RTFM meters which run on Unix
systems, an SRL compiler, and combined Manager/Readers.
Additionally, we have developed a variant version of NeTraMet
that uses CoralReef [4] to access packet headers. The CoralReef
NeTraMet has two significant advantages: it supports access to
high-speed interfaces (such as the Dag cards developed by the
WAND group [5]), and it allows one to read packet headers from
trace files. Access to archived trace files allows one to run many
different rule sets (i.e., to perform different analyses) on the same
data.

RTFM is a passive measurement system: it observes packets as
they pass through a network, rather than injecting test packets
and observing how they behave. For this project we use
NeTraMet to observe DNS request packets traveling between
UCSD and the global root and generic Top-Level Domain (gTLD
nameservers). We have extended NeTraMet to implement the
‘distribution-valued’ attributes proposed in RFC 2724 [6], so that
NeTraMet can produce distributions of Turnaround-Time, in this
case the time between seeing a DNS request and its matching
response. Matching is done using the packet's DNS request ID;
we do not examine the rest of the packet’s payload.

Within UCSD there are several IP networks, each using its own
block of IP addresses. Each subnet has one or more local
nameservers, which send DNS name resolution requests to
remote nameservers. Local nameservers keep lists of remote
nameservers for any given domain, and attempt to spread their
requests across all members of those lists. This means that
although they favour the best-responding remote nameservers,
local nameservers do send requests to all 13 root servers, and all
11 gTLD servers.

This note provides a brief overview of our DNS response work. A
more complete description is given in [7] and [8].

Analysis - We configured our NeTraMet meter by writing a rule
set which selects flows between UCSD networks and the global

DNS servers, and builds TurnaroundTime distributions for each

Root Requests at UCSD, Jan 27-31 2001, scale 0-200 packets
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Fig. 1. Root server requests per five-minute intervals. A and
F are the most heavily used, showing diurnal variations on
Monday and Tuesday (29 and 30 January).

server.

Our distributions use 50 bins, with upper bounds from 7 ms to
700 ms, and one ‘overflow’ bin for TurnaroundTimes greater than
700 ms. We use a logarithmic scale for binning so as to provide
more detail for lower TurnaroundTime values. We read the
NeTraMet meter every five minutes, producing TurnaroundTime
distributions for each reading interval.

For each five-minute interval, we compute the median
TurnaroundTime. We also collect five-minute counts of the
number of DNS requests observed, and the number of requests
which did not receive a reply within five seconds. We plot this
data in small strips, scaled so that their maximum value (indicated
in the plot title) lies just below the next strip. Points are not plotted
for intervals with insufficient data, leaving blank sections in some
of the traces.

Root Server Response Observations - Figures 1, 2 and 3 plot
the behaviour of the root nameservers from Saturday 27 through
to Wednesday 31 January 2001, i.e., two weekend days and the
following two weekdays. Times are plotted as UTC time, which is
eight hours ahead of local time.

Figure 1 shows the number of DNS requests sent to the 13 root
nameservers. F and A were the most heavily used servers, with
clear diurnal variations reflecting user activity on Monday and
Tuesday. Distant servers |, J, K and M were little used, with only
occasional bursts of requests plotted. Two of the roots, D and H
were not responding at all during these four days; nonetheless,
our local nameservers sent requests often enough to produce a
flat line for them on the plots. The | root stopped responding at
0400 on 30 January, i.e., the point where its trace goes flat.



Figure 2 shows the loss rate (as a percentage) for requests sent
to the 13 root nameservers. The blank parts of the traces are for
time intervals where less than 10 requests were sent, i.e., there
was insufficient data to plot. Loss rates are generally low, with
occasional short periods showing higher loss rates (these appear
as spikes in the plots). Losses can be caused by network
congestion or by server overload; from our measurements, we
cannot distinguish between the two.

Figure 3 shows response times for the root nameservers. Most of
the roots have steady traces, with short bursts of increased
response time. A, F, J, K and L show many of the same bursts,
indicating that they share a common route.

Roots E and G exhibited unusual behaviour during the weekend.
In both cases, the loss rate jumps to 100% for several hours.
Figure 3 shows that before and after these events, server
response was normal. In addition, Figure 1 shows a spiky pattern
indicating that our local nameservers received enough responses
to continue using E and G. These behaviours suggest that the
losses occurred in the network rather than the servers.

Other servers show different behaviour. C's trace, for example,
is clamped at its maximum, and is much greater than A or J
(other servers in Virginia), suggesting a server problem rather
than network delays. B was well-behaved during the weekend,
but was much poorer on Monday and Tuesday. B and C both
show a diurnal loss pattern in Figure 2. That, together with their
high response times, indicates that those servers were
responding slowly.

Lastly, note the hour-long step at 1800 (UTC) on Tuesday 30
January (0900 local time). This behaviour was common to A, F,
G, J and K. The paths to these five hosts each use the same
initial subpath on our link to the commodity Internet. The step on
each trace at this time suggests a denial of service attack on our
commodity Internet link during that hour.

Conclusion - We presented a brief summary of an investigation
of DNS response time for the global root nameservers. The
results provide worthwhile insights into the behaviour of the
servers themselves, and of the Internet paths from our campus
to them. We have developed a Web site which displays these
plots on a long-term basis (please see below).
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Auckland-VI IP Header Trace

CD-ROM

The attached CD provides a convenient way of browsing through the many illustrations of the
Auckland-VI data set. In addition to these graphs, it contains two 6-hour blocks of preprocessed
trace data with information about flows, packet delay, and loss (in ASCII format for easy analysis).
To allow for more specific analyses, the raw trace files for these two 6-hour periods are supplied.

To view the content of the CD, open the index.html file. These graphs are also available at
http://wand.cs.waikato.ac.nz/wand/wits/auck/6/.

If you do not find a CD-ROM attached here contact wand@cs.waikato.ac.nz or visit
http://wans.cs.waikato.ac.nz to obtain one.

For more information on the Auckland VI data set, please see the following article in the Network
Analysis Times, Vol. 2(S), December 2001 (available at http://moat.nlanr.net/NATimes/):

Auckland-VI: First synchronized multipoint IP header trace

Researchers: Klaus Mochalski, Stephen Donnelly, and J6rg Micheel, WAND Research Group,
Computer Science Department, University of Waikato (New Zealand)

Briefs ...
Protocol 169
For those of you who have been wondering, we are using protocol number 169 for testing an implementation of our IPMP protocol. Tony

McGregor (AMP Project Leader) and Matthew Luckie (University of Waikato Ph.D. student, NLANR/MNA researcher) are developing IPMP.
For more information, please see http://watt.nlanr.net/ AMP//IPMP/.

Feedback

We invite you ... to join the NLANR Traces User Community, an email forum for network researchers, engineers, and students to discuss
the next generation of passive network measurements to be carried out in the High Performance (HPC) backbone networks. For more
information on the Traces User Community, please see http://moat.nlanr.net/PMA/Traces. Subscription requests should be directed to:
traces-request@nlanr.net.

Also, please make use of the feedback forms that we have available with our data, tools, and analyses (both active and passive). If we
are to meet the emerging needs of the HPC community and keep pace with developments in technology, it is important for you to join in the
discussion(s) and/or provide us with feedback on the focus of your research and your needs. We look forward to hearing from you.

The Network Analysis Times is a publication of the NLANR Measurement and Network Analysis Group, located at the San Diego Supercomputer Center,
University of California, San Diego (UCSD), Maureen C. Curran, editor. Please direct questions and comments to natimes(at)nlanr.net.
For more information on the activities of the NLANR/MNA please see our Web site: http://moat.nlanr.net.



